
PROCEEDINGS OF THE ASSA CONVENTION 2025

SOUTH AFRICAN ACTUARIAL JOURNAL
SAAJ 25 (2025) C177–C199

https://dx.doi.org/10.4314/saaj.v25i1.12C 

Semantic analysis in actuarial risk assessment:  
A framework for portfolio construction and concentration 
risk measurement

By Musa Malwandla, William Wright, Vincent Anthonyrajah

Presented at the Actuarial Society of South Africa’s 2025 Convention
Sandton Convention Centre, 5–6 November 2025

ABSTRACT
Traditional actuarial risk assessment relies primarily on historical return correlations to evaluate 
portfolio concentration and tail risk. However, corporate textual disclosures contain forward-looking 
information about business models, risk exposures, and strategic similarities that may not be fully 
captured in historical price relationships. This paper develops a systematic framework for incorporating 
semantic analysis of corporate disclosures into actuarial risk measurement, demonstrating applications 
to portfolio construction, concentration risk assessment, and stress testing. Using JSE All Share 
constituents, we apply natural language processing techniques to extract semantic similarity matrices 
from corporate narratives across business model, geopolitical, and ESG dimensions. Through shrinkage 
estimation, we combine these semantic correlations with traditional methods to produce enriched risk 
measures. Our analysis reveals that semantic correlations identify concentration risks not visible in 
historical data, with Effective Number of Bets reductions of 75%. The framework provides practical 
tools for incorporating qualitative corporate information into quantitative risk assessment processes.
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1.	 INTRODUCTION
1.1	 The role of corporate disclosures in risk assessment
Actuarial risk management has traditionally relied heavily on quantitative metrics and 
historical price-based correlations to assess portfolio risk and concentration. While these 
approaches form the foundation of modern risk measurement, they provide limited integration 
of qualitative corporate information that may contain valuable insights about future risk 
relationships.

Corporate textual disclosures represent a rich but underutilised source of forward-looking 
information in actuarial practice. Annual reports contain strategic information about business 
models, competitive positioning, and management’s assessment of key risk factors. Business 
descriptions reveal operational similarities across firms that may not be apparent from 
sector classifications or historical return patterns. Additionally, Environmental, Social and 
Governance (ESG) reporting provides insights into long-term sustainability risks that are 
increasingly relevant for portfolio assessment.

The motivation for incorporating textual analysis stems from well-documented limitations 
in traditional correlation estimation methods. Historical correlation matrices suffer from 
estimation error and instability, particularly during structural breaks (Michaud, 1989; Longin 
& Solnik, 2001). More fundamentally, historical correlations may not capture dormant relation
ships between companies that could activate during specific stress scenarios. Companies 
with similar business models, regulatory exposures, or ESG vulnerabilities may exhibit low 
historical correlation during normal periods, yet respond similarly when the specific risk 
factors embedded in their business fundamentals become prominent market concerns. These 
sleeping correlations represent a critical blind spot in traditional risk assessment.

1.2	 Research objectives and contribution
This paper addresses three primary research questions: how corporate textual disclosures can 
be systematically incorporated into established actuarial risk assessment frameworks; what 
dormant correlation risks are revealed through semantic analysis compared to traditional 
quantitative methods; and how to combine text-derived correlations with traditional statistical 
methods for portfolio optimisation and enhanced stress testing of correlation structures.

Our methodological contribution centres on a framework for systematically extracting 
thematic risk dimensions from corporate disclosures using generative artificial intelligence, 
and adapting established semantic similarity shrinkage techniques specifically for actuarial 
risk assessment and concentration risk measurement. We extend the proven shrinkage 
estimation approach to identify sleeping correlations across business model, geopolitical, 
and ESG dimensions, enabling scenario analysis where these dormant relationships could 
activate during stress periods.

2.	 LITERATURE REVIEW
2.1	 Evolution of correlation estimation in portfolio theory
The foundation of modern portfolio risk assessment rests on Markowitz’s (1952) mean-
variance optimisation framework, which highlighted the central role of the covariance matrix 
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in determining portfolio risk. However, practical implementation has revealed significant 
challenges with empirical correlation estimation.

Michaud (1989) demonstrated that optimisation based on historical sample statistics 
often produces unstable, concentrated portfolios that perform poorly out-of-sample. This 
optimisation error maximisation problem arises because sample correlations are noisy 
estimates of true population parameters. DeMiguel et al. (2009) provided compelling 
evidence that naive equal-weight diversification often outperforms sophisticated optimisation 
strategies, suggesting that estimation error in correlation matrices can overwhelm theoretical 
benefits of optimisation.

The response to these challenges led to shrinkage estimation methods. Ledoit & Wolf 
(2003) developed linear shrinkage estimators that combine sample correlations with 
structured targets to reduce estimation error. However, traditional shrinkage approaches rely 
exclusively on historical price data and cannot incorporate forward-looking information 
about evolving firm relationships.

Research into time-varying correlations has further highlighted limitations of static 
correlation assumptions. Longin & Solnik (2001) provided evidence that international equity 
correlations increase asymmetrically during market downturns, undermining diversification 
benefits when they are most needed. Engle (2002) introduced the Dynamic Conditional 
Correlation Model, but these approaches remain fundamentally backward-looking, using 
only past price movements to predict future correlation structures.

2.2	 Economic scenario generation and correlation limitations
Actuarial applications in Economic Scenario Generation (EScG) have long recognised 
limitations in traditional correlation modelling approaches. The influential Wilkie stochastic 
investment model and its South African adaptation by Thomson (1996) employ cascade 
structures where one variable (typically inflation) drives other economic variables, but assume 
independent and normally distributed error terms (Wilkie, 1986; Şahin & Levitan, 2020).

Şahin & Levitan (2020) note that the Wilkie-style cascade produces relatively wide 
scenario ranges for inflation and interest rates but narrower ranges for equity returns, 
potentially under-representing equity risk. This limitation becomes particularly problematic 
in active investment strategies or extreme scenario analysis, where instrument-level inter
actions may be critical for risk assessment. For instance, during the 2008 global financial 
crisis, corporate bonds of life insurance companies demonstrated high correlation with 
banking sector equities during stressed periods—relationships not captured by traditional 
asset class-level modelling.

The EScG literature acknowledges that Pearson correlation assumes jointly elliptical 
marginal distributions and only captures linear dependencies. Non-linear relationships between 
variables may exist but remain undetected, suggesting that semantic analysis approaches 
like ours may be capturing dependencies that traditional linear correlation measures miss. 
This recognition has led to increased use of copula functions in extreme scenario modelling, 
where marginal distributions are explicitly modelled to capture dependencies during stressed 
conditions (Maitland, 1997).
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These limitations in EScG modelling parallel our findings about sleeping correlations in 
portfolio risk assessment, where traditional linear correlation measures may fail to capture 
thematic dependencies that activate during specific market stress scenarios.

2.3	 Textual analysis in financial risk assessment
The application of textual analysis to financial markets began with studies demonstrating 
that qualitative information contains predictive power for market behaviour. Tetlock (2007) 
showed that media pessimism has predictive power for stock returns, while Loughran & 
McDonald (2011) developed finance-specific textual analysis dictionaries demonstrating 
superior performance compared to general-purpose sentiment measures.

The evolution of semantic similarity analysis represents a significant advancement. Hoberg 
& Phillips (2016) pioneered the use of text-based methods for industry classification, showing 
that textual similarity in business descriptions captures firm relationships not reflected in 
traditional industry classifications. Recent developments in natural language processing 
have enabled more sophisticated approaches, with Becquin & Esmeir (2023) specifically 
addressing semantic similarity in covariance matrix shrinkage.

2.4	 Gap analysis and research positioning
Despite these advances, significant limitations remain in current practice regarding systematic 
integration of textual information in actuarial risk management. Most existing applications 
focus on sentiment analysis rather than comprehensive frameworks for incorporating quali
tative information into quantitative risk assessment. Our research addresses these gaps by 
providing a systematic framework for incorporating corporate textual analysis into established 
actuarial risk assessment processes, as illustrated in Figure 1.

FIGURE 1. Architectural framework for corporate textual analysis in actuarial risk assessment
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3.	 METHODOLOGY
3.1	 Data collection and preparation
Our empirical analysis focuses on constituents of the Johannesburg Stock Exchange (JSE) 
All Share Index, providing a representative sample of South African equity markets. We 
collect corporate disclosures from annual reports and regulatory filings, focusing on sections 
containing forward-looking strategic information and risk assessments, including business 
summaries, management discussion sections, risk factor disclosures, and ESG reporting.

For return calculation, we compute daily returns using the standard logarithmic approach:
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where ,i tRI  represents the return index for asset i at time t.

3.2	 Semantic analysis framework
A key innovation in our approach is the systematic generation of thematic narratives using 
generative artificial intelligence, illustrated in Figure 2. We extract thematic analyses 
that focus on specific risk dimensions relevant to portfolio construction: business model 
(competitive positioning, revenue models, market dynamics), geopolitical (regulatory 
exposure, geographic dependencies, political risks), and ESG (environmental impact, social 
responsibility, governance structures).

The systematic approach to thematic analysis can be formalised as:

( )ThemeAnalysis LLM Disclosure ,Prompt ,Contexti i i
θ

θ=

FIGURE 2. Systematic approach to thematic risk analysis using large language models
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where θ represents the thematic dimension and the function combines corporate disclosure 
text with theme-specific prompting.

For text embedding, we employ a multi-stage process using transformer-based models 
specifically designed for semantic similarity tasks, with Sentence-BERT providing robust 
384-dimensional representations. The semantic similarity matrix construction relies on 
cosine similarity between normalised embedding vectors:

( ), i j
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i j

e e
Sim i j

e e

θ θ
θ

θ θ

⋅
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where ieθ  represents the L2-normalised embedding vector for company i under theme θ.

3.3	 Correlation matrix integration
The integration of semantic similarity information with traditional correlation estimation 
follows established shrinkage estimation principles. Our baseline employs Pearson (linear) 
correlation computed from daily log returns to form the historical correlation matrix:
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The core methodological innovation involves combining historical and semantic correlation 
information through linear shrinkage, building on the framework established by Becquin & 
Esmeir (2023):

( ) ( ) ( ) ( ), 1 , ,blended historical semanticCorr i j Corr i j Sim i jλ λ= − × + ×

where [ ]0,1λ∈  represents the shrinkage intensity parameter. We ensure resulting correlation 
matrices satisfy mathematical properties required for portfolio optimisation through eigen
value decomposition and adjustment.

3.4	 Risk measurement applications
The enhanced correlation matrices enable several important applications. For concentration 
risk assessment, we employ the Effective Number of Bets (ENB) metric:
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Σ
 represents the marginal risk contribution. For tail risk estimation, 

we implement parametric Value-at-Risk (VaR):
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The framework integrates with standard mean-variance portfolio optimisation:
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4.	 EMPIRICAL ANALYSIS AND RESULTS
4.1	 Dataset description
Our empirical analysis employs constituents from the JSE All Share Index, providing a repre
sentative sample of South African equity markets with sufficient diversity across multiple 
sectors including financial services, basic materials, real estate, and consumer goods. The 
historical return series spans a two-year period, providing approximately 500 daily observa
tions for baseline correlation estimation, complemented by comprehensive corporate 
narrative datasets extracted from annual reports.

The reference portfolio used for comparison is constructed using standard mean-variance 
optimisation based on historical correlations derived from Pearson correlation analysis of 
daily returns. This traditional approach, which serves as the baseline for evaluating semantic 
correlation methods, employs minimum variance portfolio construction subject to budget 
constraints and produces the historical risk-return characteristics against which semantic-
based portfolios are compared.

4.2	 Correlation analysis results
The comparison between historical and semantic correlation measures reveals substantial 
differences with important implications for portfolio risk assessment. Historical pairwise 
correlations exhibit a mean value of 0.156, consistent with typical equity correlation levels 
during normal market periods.

However, semantic correlations demonstrate markedly higher values across all thematic 
dimensions. Business model analysis produces correlations with a mean value of 0.544, more 
than triple the historical baseline. Geopolitical analysis yields correlations averaging 0.660, 
while ESG analysis produces correlations averaging 0.611 (Figure 3).

FIGURE 3. Mean pairwise correlations under different analytical approaches
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4.3	 Portfolio construction and risk assessment
The implications of semantic correlation analysis for portfolio construction are substantial 
and consistent across risk measures. Traditional historical correlation analysis suggests 
a highly diversified portfolio with an ENB of 14.46, indicating more than 14 effectively 
independent risk sources.

However, semantic correlation analysis reveals a markedly different risk profile, producing 
an average ENB of 3.61, representing a 75.0% reduction from the historical baseline across 
thematic dimensions (Figure 4).

The practical interpretation is significant: a portfolio that appears to have nearly 15 effective 
independent bets based on historical analysis actually demonstrates closer to three effective 
bets when thematic similarities are considered. This represents a fundamental reassessment of 
portfolio concentration risk with material implications for capital allocation, risk budgeting, 
and regulatory reporting.

Tail risk assessment reveals how sleeping correlations could affect risk estimates during 
stress periods. Historical correlation analysis produces a 95% VaR estimate of 0.68%, but 
semantic correlation analysis yields an average 95% VaR of 1.25%, representing a 57 basis 
point increase in potential tail risk exposure.

The tail risk increase is accompanied by substantial changes in expected risk-return 
profiles, with projected Sharpe ratios declining from 2.593 under historical analysis to 1.388 
under semantic analysis (46.5% reduction). Portfolio volatility increases from 7.8% to 14.1% 
(81.2% increase).

These differences illustrate how dormant thematic correlations could manifest during 
periods when business model similarities, geopolitical exposures, or ESG factors become 

FIGURE 4. Portfolio diversification under historical versus semantic correlation analysis
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dominant market themes, precisely when diversification becomes most critical for risk 
management (Figure 5).

4.4	 Thematic risk clustering analysis
Semantic clustering analysis reveals concentration patterns that transcend traditional sector 
boundaries. ESG analysis shows particularly strong clustering among real estate and financial 
services companies, suggesting shared exposures to sustainability and governance risks 
that create correlation beyond different business models. Business model analysis reveals 
concentration within the financial services sector, indicating shared strategic approaches and 
market dependencies not apparent from sector classification alone.

These findings suggest that companies with different primary business activities may 
exhibit correlated performance during periods when thematic risk factors become dominant. 
Traditional sector-based concentration limits may provide insufficient protection against 
thematic clustering that can create unexpected concentration during market stress periods.

4.5	 Cross-sector concentration evidence
To illustrate the practical implications of semantic clustering, we examine how individual 
companies group differently when analysed through historical price relationships versus 
thematic similarity. Our analysis employs independent clustering exercises for each thematic 
dimension, grouping companies into six clusters within each analytical lens. The historical 
clustering groups companies based on traditional price-based relationships, while business 
model, geopolitical, and ESG clustering group companies based on semantic similarity 
within each respective theme.

Critically, the numerical labels (1–6) assigned to clusters are arbitrary identifiers and do 
not represent comparable groupings across dimensions. For clarity, we use prefixed notation: 
HC1–HC6 for historical clusters, BM1–BM6 for business model clusters, GP1–GP6 for 
geopolitical clusters, and ESG1–ESG6 for ESG clusters. This independence means that a 
company in HC6 and BM6 is not necessarily grouped with the same peer companies in 
both analyses. The “sleeping correlations” concept emerges precisely from examining how 
companies group differently across these independent clustering schemes.

FIGURE 5. Risk measurement implications of semantic correlation analysis
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The consistency rate measures how frequently each company clusters with the same peer 
group across the four analytical dimensions, providing a metric for identifying companies 
whose risk relationships may be misunderstood by traditional analysis. Companies with 
low consistency rates indicate substantial variation in thematic relationships compared to 
historical price-based groupings, revealing potential sleeping correlations that traditional 
analysis might miss.

4.5.1	 CONFIRMED SECTORAL EXPECTATIONS
Mining companies demonstrate the strongest thematic coherence, with most major firms 
showing consistency rates of 0.75. Companies such as AngloGold Ashanti (ANGJ.J), Impala 
Platinum (IMPJ.J), and Gold Fields (GFIJ.J) cluster together across business model and 
ESG dimensions, reflecting shared characteristics around capital intensity, environmental 
rehabilitation obligations, and community relations challenges. The imperfect consistency 
(0.75 rather than 1.0) indicates some variation in geopolitical exposure patterns, but the 
overall clustering confirms intuitive expectations about mining sector homogeneity.

Banking exhibits moderate thematic coherence, with Standard Bank (SBKJ.J), Nedbank 
(NEDJ.J), and FirstRand (FSRJ.J) showing consistency rates of 0.50. These institutions 
cluster similarly when analysed through business model and ESG lenses, reflecting shared 
regulatory frameworks and transformation requirements within South African banking, while 
showing some differentiation in geopolitical risk exposures.

4.5.2	 SECTORS WITH HIGH THEMATIC DISPERSION
The most revealing insights emerge from companies showing low consistency rates, 
indicating substantial differences between their historical price relationships and thematic 
similarities. The technology sector demonstrates remarkable dispersion, with all companies 
showing consistency rates of only 0.25. This low consistency suggests that traditional 
technology sector classification masks substantial differences in business models, geographic 
dependencies, and ESG profiles across telecommunications (MTN, Vodacom), media/internet 
(Naspers, Prosus), and IT services companies.

Consumer companies show mixed patterns, with some retailers like Boxer Retail (BOXJ.J) 
demonstrating perfect consistency (1.0) while others like The Foschini Group (TFGJ.J) and 
Truworths (TRUJ.J) show high variability (0.25). This pattern suggests that within traditional 
consumer classifications, some companies share strong thematic similarities while others 
represent genuine diversification opportunities.

4.5.3	  INDIVIDUAL COMPANY RECLASSIFICATION EXAMPLES
The most revealing insights emerge from companies showing substantial differences between 
their historical price relationships and thematic similarities. Notable examples include Mondi 
and Sappi, both classified as basic materials companies but demonstrating clustering patterns 
that align them with consumer-oriented businesses rather than traditional commodity 
companies, reflecting their exposure to packaging trends and sustainability pressures 
(Table 1). Similarly, Richemont, while classified as consumer cyclicals, clusters with 
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industrial companies due to its luxury goods manufacturing characteristics. The technology 
sector demonstrates consistently low consistency rates (0.25), indicating genuine thematic 
dispersion despite shared sector classification and suggesting meaningful diversification 
opportunities within the sector.

TABLE 1. Examples of thematic clustering variations

Company Sector Historical Business 
model Geopolitical ESG Consistency 

rate

MNPJ.J (Mondi) Basic materials HC6 BM6 GP2 ESG4 0.50

SAPJ.J (Sappi) Basic materials HC6 BM6 GP4 ESG1 0.50

CFRJ.J (Richemont) Consumer cyclicals HC4 BM4 GP2 ESG1 0.50

MTNJ.J (MTN) Technology HC6 BM3 GP4 ESG2 0.25

NPNJn.J (Naspers) Technology HC4 BM3 GP2 ESG5 0.25

BOXJ.J (Boxer 
Retail)

Consumer non-
cyclicals

HC6 BM6 GP6 ESG6 1.00

The clustering analysis employs six groups within each thematic dimension (HC1–HC6 for 
historical clusters, BM1–BM6 for business model clusters, etc.), with group assignments 
determined independently for each analytical lens. Companies with low consistency rates 
indicate substantial variation in thematic relationships compared to historical price-based 
groupings, revealing potential sleeping correlations that traditional analysis might miss.

4.5.4	 PORTFOLIO CONSTRUCTION IMPLICATIONS
These clustering patterns reveal both hidden concentrations and genuine diversification 
opportunities that traditional sector-based approaches might miss. Companies with high 
consistency rates (approaching 1.0) demonstrate strong thematic coherence, suggesting that 
holding multiple such companies may provide less diversification than sector classifications 
indicate. Conversely, companies with low consistency rates (0.25) suggest that their risk 
relationships are poorly captured by historical price correlations, potentially offering 
diversification benefits or representing unrecognised concentration risks.

The analysis indicates that effective diversification requires consideration of thematic 
similarities that transcend traditional sector boundaries. When regulatory changes, environ
mental pressures, or geopolitical events affect companies based on their operational 
characteristics rather than sector classifications, portfolios may experience unexpected 
correlation spikes precisely when diversification becomes most critical for risk management.

4.6	 Robustness to correlation choice
To examine whether our conclusions depend on the choice of correlation framework, we 
replicate the analysis replacing Pearson with Spearman’s ρ and Kendall’s τ. Across all three 
correlation types, the blended matrices incorporating semantic information produce materially 
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lower ENB and higher VaR compared to historical-only baselines. Effect magnitudes do vary, 
but the direction and significance of results are unchanged. This robustness suggests that our 
framework applies equally well under linear and rank-based correlation measures commonly 
used in actuarial practice.

The consistency of findings across fundamentally different correlation measures provides 
strong evidence for the robustness of semantic correlation effects. Rank-based measures 
(Spearman’s ρ and Kendall’s τ) actually reveal even more dramatic correlation increases 
than Pearson correlation, with percentage increases ranging from 310% to 490%. This 
amplification occurs because rank-based correlations capture monotonic relationships 
that may not be strictly linear, suggesting that semantic similarities manifest in ways that 
traditional linear correlation measures may underestimate.

Notably, Kendall’s τ produces the most conservative historical correlation baseline (0.102) 
while generating the most dramatic relative increase (490%), highlighting how companies 
that appear virtually uncorrelated in terms of return rankings can demonstrate substantial 
thematic similarities. This finding has particular relevance for actuarial practice, where 
Kendall’s τ is often preferred for its superior properties in measuring tail dependence and 
resistance to outliers.

5.	 PRACTICAL IMPLEMENTATION AND APPLICATIONS
5.1	 Implementation framework
Successful implementation requires careful consideration of system architecture and 
operational integration. The data pipeline must accommodate automated collection and 
processing of corporate disclosures while handling substantial computational requirements 
for natural language processing. The framework requires standardised narrative extraction 
procedures and real-time correlation matrix updating capabilities.

Integration with existing risk management systems represents a critical consideration. 
The semantic correlation framework must interface effectively with established portfolio 
optimisation, risk measurement, and reporting systems without requiring wholesale replace
ment of existing infrastructure.

5.2	 Applications in actuarial practice
The integration of semantic correlation analysis into portfolio construction processes offers 
several enhancements while maintaining compatibility with established actuarial frameworks. 
Asset allocation decisions can incorporate semantic correlation information alongside 
traditional quantitative measures, providing more comprehensive views of portfolio risk that 
account for both historical price relationships and forward-looking business similarities.

Enhanced risk budgeting becomes possible through incorporation of qualitative factors 
that provide forward-looking insights into potential risk relationships. Stress testing and 
scenario analysis applications represent particularly valuable extensions, with thematic 
scenario development based on semantic clustering patterns enabling construction of stress 
scenarios that reflect shared business model vulnerabilities, geopolitical exposures, or ESG 
risk factors.
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Concentration risk monitoring applications extend beyond traditional portfolio limits to 
encompass thematic clustering that may create unexpected concentration during market 
stress periods. Portfolio risk decomposition across semantic dimensions provides enhanced 
transparency into sources of portfolio risk and the effectiveness of diversification strategies.

5.3	 Model validation and performance assessment
Validation of semantic correlation models requires extension of traditional model validation 
frameworks to address unique characteristics of natural language processing components. 
Backtesting considerations must evaluate out-of-sample correlation prediction accuracy, 
comparing semantic correlation forecasts with realised correlation patterns over time.

Portfolio performance attribution analysis represents an important validation tool for 
assessing the practical value of semantic correlation information in portfolio construction. 
Risk measure stability assessment across different market regimes provides insight into the 
robustness of semantic correlation approaches during various market conditions.

6.	 LIMITATIONS AND FUTURE RESEARCH DIRECTIONS
6.1	 Current study limitations
The current analysis is subject to several limitations. Our sample of 125 JSE-listed companies 
provides substantial diversity for demonstrating the methodology and ensures robust 
representation across sectors, though application to other markets with different regulatory 
environments and disclosure practices requires further validation. The two-year historical 
period enables detailed analysis while avoiding excessive influence from older data, but 
limits assessment of long-term stability of semantic correlation patterns.

The linear shrinkage approach provides a statistically principled method for combining 
information but may not capture non-linear relationships between textual similarity and 
financial correlation. Our reliance on generative AI for thematic narrative analysis introduces 
dependency on capabilities and potential biases of language models.

6.2	 Future research opportunities
Several methodological extensions could enhance the framework’s capabilities. Non-linear 
shrinkage approaches and machine learning integration could potentially capture more 
complex relationships between textual similarity and financial correlation. Multi-language 
processing capabilities would extend applicability to international markets. Dynamic 
correlation updating based on narrative changes represents an important extension that could 
provide real-time insights into evolving risk relationships.

Empirical validation studies represent crucial future research priorities for establishing 
the practical value of semantic correlation analysis. Large-scale historical performance 
analysis across multiple markets and extended time periods would provide essential evidence 
regarding the effectiveness in improving correlation prediction and portfolio risk assessment. 
Crisis period performance assessment would be particularly valuable for demonstrating 
effectiveness during stressed market conditions.



SAAJ 25 (2025) | PROCEEDINGS OF THE ASSA CONVENTION 2025 | © ASSA licensed under  4.0

C190 | SEMANTIC ANALYSIS IN ACTUARIAL RISK ASSESSMENT

6.2.1	 APPLICATIONS TO ECONOMIC SCENARIO GENERATION
The semantic correlation framework demonstrates significant potential for enhancing EScG 
models used in asset–liability modelling and regulatory capital calculations. Traditional 
EScG approaches like the Wilkie (1986) and Thomson (1996) models assume independent 
error terms in their cascade structures, potentially underrepresenting dependencies during 
extreme scenarios when thematic factors become dominant.

Semantic analysis could enhance EScG modelling in several ways: improving copula 
selection and parameter estimation for extreme scenario modelling; identifying instrument-
level interactions that transcend traditional asset class boundaries; and enabling dynamic 
correlation structures that reflect changing business relationships over time. During stressed 
market conditions, companies with similar business models, regulatory exposures, or ESG 
vulnerabilities may exhibit correlated performance that traditional asset class modelling 
approaches might miss.

Future research should explore integrating semantic similarity matrices into the error term 
structures of established EScG models, potentially replacing assumptions of independence 
with correlation structures derived from corporate disclosure analysis. This approach could 
provide more realistic scenario generation for stress testing applications while maintaining 
compatibility with existing actuarial modelling frameworks.

7.	 CONCLUSION
7.1	 Summary of key findings
This research presents a systematic framework for incorporating corporate textual analysis 
into actuarial risk assessment, demonstrating how semantic information extracted from 
corporate disclosures can enhance traditional quantitative risk measurement approaches. Our 
empirical analysis reveals substantial differences between traditional historical correlation 
estimates and semantic correlation measures across multiple thematic dimensions.

The findings show substantial impact on portfolio diversification measures, with ENB 
reductions of 75.0% on average across thematic dimensions. Tail risk assessment reveals 
material differences in VaR estimates, with semantic correlations producing VaR increases 
of approximately 83.3% compared to historical correlation baselines. The consistency of 
these findings across multiple thematic dimensions suggests robust effects not dependent on 
specific theme selection.

7.2	 Implications for actuarial practice
The integration of semantic correlation analysis into actuarial risk assessment represents an 
opportunity to enhance traditional quantitative methods with forward-looking qualitative 
information while maintaining compatibility with established regulatory and governance 
frameworks. The framework demonstrates material impact on risk measurement outcomes 
that could affect portfolio construction decisions, regulatory capital calculations, and stress 
testing exercises.

Actuarial practitioners should consider pilot implementations to assess the value 
proposition within their specific operational contexts and regulatory requirements. The 
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framework provides particular value for organisations managing concentrated portfolios or 
operating in markets where traditional sector diversification may not provide adequate risk 
management.

7.3	 Final recommendations
The framework for incorporating corporate textual analysis into actuarial risk assessment 
demonstrates significant potential for enhancing traditional risk measurement approaches 
while maintaining rigor and objectivity required for professional actuarial applications. 
Organisations considering implementation should begin with pilot applications that focus 
on specific use cases where the framework can demonstrate clear value without requiring 
wholesale changes to existing systems.

Future research priorities should emphasise large-scale validation studies demonstrating 
effectiveness across extended time periods and diverse market conditions. The regulatory 
environment’s evolution toward comprehensive risk assessment approaches creates favourable 
conditions for adoption of semantic correlation analysis, positioning it as a valuable addition 
to the actuarial toolkit for comprehensive risk assessment and management.
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APPENDIX A
ROBUSTNESS ANALYSIS ACROSS CORRELATION MEASURES
The framework’s effectiveness was validated across three correlation measures commonly 
used in actuarial practice: Pearson product-moment correlation, Kendall’s τ, and Spearman’s 
ρ. This appendix presents detailed results demonstrating consistent directional effects with 
varying magnitudes across all measures.

A.1	 KENDALL’S TAU RESULTS
Kendall’s τ, favoured for its superior properties in measuring tail dependence and resistance 
to outliers, produces the most dramatic relative effects in our analysis.

A.1.1	 Core results summary

TABLE 2. Core results summary

Metric Historical Semantic avg Change Effect size
ENB (diversification) 14.63 3.54 –75.8% 4.1×
VaR 95% 0.67% 1.23% +83.6% Large
Sharpe ratio 2.868 1.356 –52.7% Large

Key findings:
	— Historical correlation baseline: 0.102 (lowest among all measures)
	— ENB reduction: 75.8% (14.63 → 3.54)
	— VaR increase: 83.6% (0.67% → 1.23%)
	— Sharpe ratio decline: 52.7% (2.868 → 1.356)
	— Correlation increase: 490% (most dramatic of all measures)

A.1.2	 Portfolio diversification impact

FIGURE 6. Portfolio diversification
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The Kendall’s τ analysis reveals that companies appearing virtually uncorrelated in terms of 
return rankings demonstrate substantial thematic similarities, leading to severe concentration 
when semantic factors dominate.

A.1.3	 Risk implications

Portfolio volatility increases by 97.7% under Kendall’s τ analysis, the highest among all 
correlation measures, reflecting the measure’s sensitivity to rank-order relationships that may 
not appear in linear correlations.

A.1.4	 Correlation mechanism

FIGURE 7. Risk implications

FIGURE 8. Correlation mechanism
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The 490% correlation increase demonstrates how semantic similarities manifest most 
dramatically when measured through rank-based dependencies, suggesting non-linear 
relationships between textual similarity and financial performance.

A.1.5	 Thematic clustering patterns

Cross-sector concentration patterns under Kendall’s τ reveal similar thematic clustering to 
other measures, validating the framework’s sector-transcendent risk identification capabilities.

FIGURE 9. Thematic clustering
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A.2	 SPEARMAN’S RHO RESULTS
Spearman’s ρ provides a middle ground between linear and rank-based correlation measures, 
demonstrating substantial but more moderate effects than Kendall’s τ.

A.2.1	 Core results summary

TABLE 3. core results summary

Metric Historical Semantic avg Change Effect size
ENB (diversification) 13.43 3.66 –72.7% 3.7×

VaR 95% 0.66% 1.26% +91.4% Large

Sharpe ratio 2.582 1.300 –49.6% Large

Key findings:
	— Historical correlation baseline: 0.148 (between Pearson and Kendall’s τ
	— ENB reduction: 72.7% (from 13.43 to 3.66)
	— VaR increase: 91.4% (from 0.66% to 1.26%)
	— Sharpe ratio decline: 49.6% (from 2.582 to 1.300)
	— Correlation increase: 310%

A.2.2	 Portfolio diversification impact

Spearman’s ρ analysis confirms the fundamental finding that apparent diversification based 
on historical price relationships dramatically overstates true portfolio diversification when 
thematic similarities are considered.

FIGURE 10. Portfolio diversification
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A.2.3	 Risk implications

The 91.4% VaR increase represents the highest tail risk impact among all measures, 
highlighting how rank-based correlations may be particularly sensitive to extreme scenarios 
where thematic factors dominate.

A.2.4	 Correlation mechanism

The 310% correlation increase under Spearman’s ρ provides further evidence that semantic 
similarities capture monotonic relationships not fully reflected in traditional linear correlation 
measures.

FIGURE 11. Risk implications

FIGURE 12. Correlation mechanism
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A.2.5	 Thematic clustering patterns

Clustering patterns remain consistent across all correlation measures, demonstrating the 
robustness of thematic risk identification regardless of the specific mathematical formulation 
of dependence.

FIGURE 13. Thematic clustering
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APPENDIX B
INTEGRATION WITH ECONOMIC SCENARIO GENERATION MODELS

B.1	 TRADITIONAL EScG LIMITATIONS
The Thomson (1996) adaptation of the Wilkie (1986) model for South Africa employs a 
cascade structure where price inflation drives other economic variables, but assumes 
independent error terms: ( )0,t N Iε ∼  where ( ), ,, 0i t j tCov ε ε =  for i j≠ . This independence 
assumption may underrepresent dependencies during extreme scenarios when thematic 
factors become dominant.

B.2	 SEMANTIC ENHANCEMENT FRAMEWORK
Semantic correlation analysis can replace the independence assumption with correlated error 
structures. Instead of independent error terms, the adjusted model uses:

( )0,t semanticNε ∼ Σ

where ( )1semantic historical textλ λΣ = − Σ + Σ  combines traditional correlations with semantic 
similarity measures derived from corporate disclosure analysis.

B.3	 PRACTICAL EXAMPLE: BANKING SECTOR DEPENDENCIES
During the 2008 global financial crisis, life insurance company bonds exhibited high 
correlation with banking sector equities due to shared financial sector vulnerabilities. 
Traditional EScG models with independent error terms would miss this dependency, while 
semantic analysis of annual reports would identify these thematic similarities in advance.

Implementation: For instruments with high semantic similarity (consistency rates > 0.75), 
apply higher shrinkage intensity (λ) during stress scenarios, enabling correlated shocks across 
seemingly different asset classes when thematic factors dominate.

FIGURE 14. Correlation mechanism—Spearman’s Rho
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