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ABSTRACT

We present the Resource Allocation Transformer, a deep learning framework that learns portfolio-
level relationships directly through attention mechanisms, capturing how assets work together rather
than only how they perform individually. Most machine learning approaches to portfolio construction
reduce allocation to aggregating independent asset predictions, overlooking the complementarity
between assets that drives optimal portfolios. Unlike traditional predict-then-optimise pipelines, or
Economic Scenario Generators that separate the modelling of economic variables from the optimisation
step, the Resource Allocation Transformer integrates correlation structure and optimisation logic within
a single differentiable architecture. The framework learns constraint-satisfying allocations through
self-supervised exposure to synthetic optimisation problems, providing a more stable alternative to
sequential prediction-optimisation workflows. Empirical validation shows effective transfer learning
from synthetic curricula to real Johannesburg Stock Exchange data (2005-2024), with the same
trained model handling portfolios of varying sizes and across market regimes without retraining. By
directly learning to allocate, the Resource Allocation Transformer establishes a new paradigm for asset
allocation that adapts through experience rather than requiring problem-specific recalibration.
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1. INTRODUCTION

Resource allocation under constraints appears across numerous domains in finance and
actuarial science, but current approaches treat this as aggregating independent asset
predictions rather than learning portfolio relationships directly. Portfolio managers must
allocate capital across assets while respecting position limits and risk budgets. Insurers
allocate capital across business lines subject to regulatory requirements. Pension funds
balance assets against liabilities with duration and liquidity constraints. These problems
share a common structure: optimise an objective function over resource allocations that must
satisfy multiple constraints.

Both traditional econometric approaches and machine learning frameworks follow a
predict-then-optimise paradigm that separates the problem into two stages. First, parameters
such as expected returns, volatilities, and correlations are estimated from historical data.
Second, an optimisation problem is solved to find allocations maximising utility subject
to constraints. This separation, while mathematically tractable, faces practical challenges.
Estimation errors in the first stage compound through the optimisation, particularly
problematic when the number of parameters grows quadratically with problem size (Ledoit &
Wolf, 2004). The optimisation stage requires specialised solvers that become computationally
expensive for large problems or frequent rebalancing. Crucially, traditional solvers must
solve each optimisation problem from scratch, unable to leverage patterns from previously
solved instances. Dynamic environments necessitate repeated optimisation cycles, further
amplifying computational costs.

Economic Scenario Generators (EScGs) exemplify this approach, independently modelling
variables like inflation and interest rates before applying separate optimisation procedures
(Sahin & Levitan, 2020). Similarly, machine learning approaches score individual assets
through learning-to-rank models, then rely on post-processing optimisation. This separation
fails to capture asset complementarity: how assets work together to form optimal portfolios
rather than just how they perform individually.

Recent developments in deep learning suggest an alternative paradigm: learning the
optimisation mapping directly from data. Neural networks can approximate complex
functions while maintaining differentiability, enabling gradient-based optimisation. Rather
than solving individual optimisation problems repeatedly, a trained network discovers how
to solve the class of problems through exposure to many instances, learning the structure
of optimal decision-making without external supervision. Attention mechanisms provide
interpretable dependency modelling (Vaswani et al., 2017). Advances in constrained
optimisation within neural architectures enable satisfaction of allocation constraints through
network design rather than post-processing (Zhang et al., 2021).

This paper presents the Resource Allocation Transformer (RAT), a neural architecture
that learns optimisation mapping from inputs to constraint-satisfying allocations, handling
portfolios of any size without architectural modifications or retraining. The RAT discovers
optimal allocation strategies through self-supervised learning on synthetic optimisation
problems, eliminating the need for labelled solutions while maintaining near-optimal
performance compared to traditional solvers.
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2. RELATED WORK

2.1 Deep learning for portfolio optimisation

The application of neural networks to portfolio optimisation has evolved from simple return
prediction to end-to-end allocation systems. Early work by Moody et al. (1998) proposed
training trading systems by directly maximising performance metrics, establishing the con-
ceptual foundation for learning allocations rather than intermediate parameters. Zhang et al.
(2020) implemented this concept using Long Short-Term Memory (LSTM ) networks that
directly output portfolio weights, demonstrating superior performance compared to two-step
approaches.

The integration of constraints within neural architectures represents a significant advance-
ment. Zhang etal. (2021) developed a universal framework accommodating various objectives
and constraints through differentiable approximations. Their approach handles cardinality
limits, position bounds, and leverage restrictions using specialised normalisation layers and
penalty terms, enabling gradient-based learning of constraint-satisfying allocations.

2.2 Attention mechanisms in finance
Transformer architectures have demonstrated effectiveness in capturing asset relationships
and temporal patterns. Xu et al. (2020) introduced the Relation-Aware Transformer for
portfolio selection, employing specialised attention modules for both temporal patterns and
cross-asset relationships. This dual attention mechanism enables simultaneous modelling of
price dynamics and correlation structures.

Kisiel & Gorse (2022) developed the Portfolio Transformer, an end-to-end model directly
optimising the Sharpe ratio. The self-attention mechanism captures long-term dependencies
and adapts to regime changes more effectively than recurrent architectures. Ma et al. (2023)
applied transformers to asset allocation with interpretable attention weights, demonstrating
the value of understanding which relationships drive allocation decisions. These approaches
successfully learn asset dependencies through attention mechanisms but treat correlation
structure implicitly. For institutional deployment, explicit correlation modelling with
mathematical guarantees provides three advantages: (1) regulatory compliance through
interpretable risk decomposition, (2) integration with existing risk systems that require valid
covariance matrices, and (3) efficient handling of varying portfolio sizes through structured
representations. Our framework maintains these mathematical properties while learning from
data, bridging traditional optimisation rigour with modern deep learning flexibility.

Graph neural networks provide an alternative attention-based approach. Korangi et al.
(2024) employed a Graph Attention Network where assets form nodes and correlations
define edges. While effective for modelling known relationships, this approach requires pre-
specified graph structures rather than learning dependencies from data.

2.3 Structured correlation learning

Incorporating correlation structure within neural networks while preserving mathematical
validity has attracted recent attention. Mesquita et al. (2020) combined Heterogeneous
Autoregressive (HAR) volatility models with neural networks to produce positive-definite
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covariance forecasts. Segnon et al. (2024) used Convolutional Neural Network (CNN)-
LSTM hybrids for time-varying covariance estimation. These approaches focus on improving
covariance prediction but maintain separation between estimation and optimisation.

More integrated approaches embed correlation structure within end-to-end architectures.
Burda & Schroeder (2024) incorporated Generalised Orthogonal GARCH models within
LSTMs, ensuring mathematically valid covariance learning while exploiting temporal
patterns. Bongiorno et al. (2025) developed networks that learn to regularise covariance
eigenvalues, producing variance-minimising portfolios directly. However, these approaches
lack attention mechanisms and focus on specific objectives rather than general constraint
satisfaction.

2.4 Gap analysis

Existing literature addresses components of our framework in isolation. No prior work
combines: (1) trainable correlation structures maintaining mathematical validity, (2) attention-
based dependency modelling for interpretability, and (3) direct learning of the optimisation
mapping to produce constraint-satisfying allocations within a single differentiable framework.
The integration of these components enables gradient flow from allocation decisions back
through correlation structure, allowing the model to learn which dependencies matter for
constraint-satisfying allocations. Furthermore, most approaches assume fixed problem sizes,
requiring architectural modifications for different numbers of assets. Recent transformer-
based approaches like the Portfolio Transformer demonstrate excellent temporal pattern
recognition but require retraining for different asset universes.

3. RESOURCE ALLOCATION TRANSFORMER: LEARNING THE
OPTIMISER

3.1 Motivation

Traditional optimisation solvers approach each allocation problem as a new instance,

requiring manual formulation and re-solving. In contrast, the RAT is exposed to a curriculum

of synthetic problems and learns how to generate optimal solutions across varying objectives

and constraints without supervision, approximating the function of an optimiser through

experience. The key insight is that many resource allocation problems share structural

similarities. Traditional portfolio optimisation can be viewed as finding a function f'that maps

from market conditions and constraints to optimal portfolio weights:

f: (C,,u,az,/l,p,a)) > w
Classical optimisation approaches solve this mapping for a single point in the input space:
* T T .
w; = argmaxw{w W —Aw Zw| Constramtsl-}

1
our deep learning approach attempts to learn the entire mapping f directly:

This process must be repeated for each new set of inputs (C ) yi,O'l-z A pl-,a)l-). In contrast,
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*

fa Z(C,/I,Gz,l,p,a))l—)w

where fg represents our neural network with parameters 6. By learning this mapping over
a range of inputs (correlation structures, expected returns, and constraints), the model can
generalise to new parameter combinations without requiring explicit optimisation. This
perspective reveals that portfolio optimisation can be viewed as finding a single point on the

function f'while our model learns to approximate the entire function.

3.2 Architecture

The RAT model processes variable-sized inputs through trainable correlation decomposition,
multi-head attention for dependency modelling, and constraint projection to produce

allocations satisfying budget and individual constraints

Resource Allocation Transformer (RAT)

| Portfolio Weights w |

v

Constraint Projection
Sw=1, WSW, 0_p<d’

v

| Linear — RM |

Add & Norm

Add & Norm

' | Feed Forward |

| Feature Transform (GELU) |

v

[E_corr; p;0%;A; 6]

f

+ Positional Encoding (if sequential)

Trainable Decomposition Asset Features Constraint Parameters
C=QAQT Retumns: p € R*N Risk Aversion: A
A= softplus(\@s +b) Variances: 0* € R*N Risk Cap: &
E_cor=QVA Weight Cap: W
Correlation Matrix Asset Data Constraints
C € RA(NxN) . 0% € RN 6={\ W}

FIGURE 1. The RAT model
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33 Correlation structure embedding
To efficiently encode dependencies between assets while maintaining mathematical validity,
we employ eigenvalue decomposition with learnable transformations. Given a correlation

matrix C € R™", we first ensure symmetry:

sym

Com = l(C +CT)
2
The symmetrised matrix undergoes eigendecomposition:
0. A=ceigh(Cy,)

To ensure positive semi-definiteness while allowing gradient flow, we apply learnable
transformations to the eigenvalues:

A=softplus(AO s +b)

where s,beR” are learned scale and offset parameters, and D is the decomposition
dimension. The embedding is constructed as:

Edecomp = Q \ ;1+ &

This decomposition creates interpretable “factors” that explain asset relationships. The
eigenvectors QO represent factor directions, while the transformed eigenvalues A represent
their learned importance. The square root ensures that EdmmpEdTecomp approximates the
correlation structure, though we may optionally enforce fidelity through a reconstruction
loss:
‘Crecon :“ C —normalise (EdecompE(Lcomp ) H]%"

where normalisation ensures unit diagonal. This auxiliary loss maintains correlation structure
while allowing the model to emphasise patterns most relevant for allocation.

Finally, the decomposition is projected to the model’s feature space:

Eq. = Linear;, ,, (Dropout(GELU(LinearD 2d (Edecomp ))))

where d is the embedding dimension. This approach provides a compact, differentiable
representation of correlation structure suitable for attention mechanisms, with assets having
similar embeddings being naturally correlated in the encoded space.

3.3.1 ATTENTION-BASED DEPENDENCY MODELLING

The attention mechanism operates on concatenated embeddings combining correlation
features, asset characteristics (returns, volatilities), and constraint parameters (risk aversion,
caps). Multi-head self-attention enables learning different relationship types:
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T
Attention (Q, K, V") = softmax { oK ] 14

Jar

where queries O, keys K, and values V are learned projections of the input embeddings.
The architecture employs L=2 transformer blocks with H=8 attention heads, each with
dimension d;, =32. Layer normalisation and residual connections stabilise training:

x' = x + Attention (LayerNorm ( x))

X" = x/+FFN(LayerNol‘m(x())

The feed-forward network (FFN) expands to dimension 4d with GELU! activation before
projecting back to d.

3.3.2 CONSTRAINT-SATISFYING WEIGHT GENERATION

The final layer transforms attention outputs into portfolio weights while enforcing constraints.
We implement an iterative projection algorithm that maintains both budget (sum-to-one) and
individual weight constraints, shown in Figure 2.

Algorithm 1 Differentiable Weight Projection

Input: w € R", w,,,, mask m, tolerance ¢ = 10~°
for iteration = 1 to 100 do
Weapped  Min(w, w
at_cap ¢ (Weappe
EXCeSS = Y Wy
if |excess| < € then
break
end if
free «+— —at_cap A (m > 0)
Moo max(d free, 1)
W 4= Weypped — EXCESS/ Ny, X free
w < max(w, €)
end for
return w/ > w

ca.p)
d > ,wca‘p - 6)
—1.0

FIGURE 2. An interative projection algorithm
This algorithm redistributes excess weight among unconstrained assets iteratively until
convergence. The operations remain differentiable, enabling end-to-end gradient flow.

Dynamic temperature scaling improves allocation decisiveness:

w= softmax(s / (1 + T))

1. GELU(x) = x - ®(x), where ®(x) is the cumulative distribution function of the standard normal
distribution
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where scores s are linear projections of attention outputs and temperature 7 is learned from
global features.

3.4  Training methodology: curriculum learning design

We implement a five-stage curriculum that systematically increases problem complexity,

functioning as a structured environment where the model progressively learns how to

solve increasingly difficult constrained optimisation problems. Each stage introduces new
challenges without explicit labels; instead, the model learns optimal behaviour by improving
solution quality over time.

— Stage 1: Correlation foundation (25%, 7500 epochs) Isolates correlation learning by
fixing expected returns and volatilities at identical levels across assets. Only correlation
structures vary, enabling the model to learn diversification patterns without confounding
factors. Learning rates decay from 5x107* to 2x107*.

— Stage 2: Risk aversion integration (20%, 6000 epochs) Introduces varying risk
preferences while maintaining identical returns and volatilities. The model learns how risk
tolerance modulates correlation-based diversification strategies. Learning rates progress
from 3x107™* to 1x107.

— Stage 3: Return heterogeneity (15%, 4,500 epochs) Incorporates differential expected
returns across assets while maintaining uniform volatilities. This stage teaches return-
chasing behaviour balanced against established risk aversion patterns. Learning rates
decrease from 2x10™* to 8x107°.

— Stage 4: Complete risk modelling (15%, 4500 epochs) Adds volatility differences to
complete the mean-variance optimisation framework. The model learns full Sharpe ratio
optimisation incorporating all risk-return trade-offs. Learning rates range from 1.5x 107
to 6x107°.

— Stage 5: Institutional constraints (25%, 7500 epochs) Implements realistic portfolio
constraints including tight position limits and risk caps. The model learns to operate
within institutional investment guidelines while preserving optimisation quality. Learning
rates conclude from 1x107 to 4x107.

35 Loss function
The RAT optimises a relative utility function with constraint penalties:

Lpat = —E[U(w) —U(weq )J + y/log(l + max(0,0' ~Oep ))
where U (w) =w! p—Aw'Ew represents portfolio utility, and w,, = %1 is the equal-weight

benchmark allocation. This relative formulation preserves scale invariance across different
portfolio sizes and market conditions, measuring improvement over naive diversification
rather than absolute utility. The penalty term with y =100 enforces risk constraints through
a smooth logarithmic barrier. Optimisation uses AdamW with weight decay 10, batch size
50, and gradient clipping at unit norm.
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3.6  Results

3.6.1 COMPUTATIONAL PERFORMANCE

Table 1 compares computational efficiency against traditional optimisation across portfolio
sizes.

TABLE 1. Inference time and speedup factors: RAT vs traditional optimisation

Portfolio size Model (ms) Traditional (ms) Speedup
5 assets 12.0 2.0 0.2x
10 assets 4.5 7.5 1.7x
25 assets 4.5 20.0 4.4%
50 assets 6.4 28.0 4.4x
100 assets 20.0 165.2 8.2x
250 assets 42.1 728.0 17.3x
500 assets 90.9 8071.6 88.8x

The model demonstrates linear scaling with portfolio size compared to the exponential growth
of traditional methods, achieving 88.8x speedup for 500-asset portfolios while maintaining
98.7% utility efficiency. For institutional-scale portfolios, the computational advantage
becomes transformative, with 500-asset optimisation completing in 90.9ms compared to
8071.6 ms timeout failures for the traditional approach, enabling real-time rebalancing and
scenario analysis. The same trained model handles portfolios of any size without modification,
unlike traditional approaches that require problem-specific setup (Figure 3).

The efficient frontier analysis demonstrates that the RAT generates portfolios along a
comparable risk-return trade-off curve to the traditional approach (SciPy), with slight
underperformance at extreme risk aversion levels. The utility efficiency plot confirms
consistent 98.7% relative performance across all risk preferences. Both methods exhibit
similar utility patterns across portfolio sizes, though variations reflect the stochastic nature
of synthetic problem generation. Most critically, the computational scaling reveals the
RAT’s transformative advantage: while the traditional approach exhibits super-linear growth
reaching 8 seconds for 500 assets, the RAT maintains near-linear scaling below 100 ms.

3.6.2 PROGRESSIVE LEARNING OF CORRELATION STRUCTURE

Figure 4 demonstrates how the model progressively learns to utilise correlation information
through the curriculum stages. The analysis compares performance when provided with
correct market correlations versus randomised matrices.

The curriculum demonstrates systematic correlation learning progression: Stages 1-2
show minimal correlation utilisation (effect < 0.0008) with similar utility (~0.066) for both
correct and randomised correlations, indicating foundational learning without correlation
dependency. Stage 3 marks the critical breakthrough where correlation sensitivity emerges
(effect = 0.0019) as utility jumps to 0.086, demonstrating the model’s first meaningful
differentiation between correlation structures. Stage 4 achieves peak correlation exploitation
(effect = 0.0015) while Stage 5 stabilises correlation usage (effect = 0.0013) alongside
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FIGURE 3. Model performance versus SciPy optimisation. Top left: Efficient frontiers showing

comparable risk-return tradeoffs. Top right: Utility efficiency maintaining 98.7% average

performance relative to SciPy. Bottom left: Similar utility patterns across portfolio sizes.
Bottom right: Computational advantage growing exponentially with portfolio size.

dramatic concentration reduction (from 0.14 to 0.11), confirming the model successfully
balances correlation-informed optimisation with institutional constraint satisfaction.

3.6.3 RISK AVERSION SENSITIVITY

Figure 5 illustrates the model’s adherence to portfolio theory across risk preferences. The
model autonomously discovers economically sensible investment behaviours across different
risk preferences. When configured for aggressive growth (low risk aversion), the model
learns to chase high-return assets while showing moderate concern for diversification. As
risk tolerance decreases, the model spontaneously shifts strategy: it reduces focus on absolute
returns and instead emphasises risk-adjusted performance measures, while simultaneously
developing stronger diversification instincts that actively avoid highly correlated asset
clusters. This behavioural evolution demonstrates the model’s self-discovered understanding
that conservative investors should prioritise balanced, diversified portfolios over return-
chasing strategies.
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FIGURE 4. Progressive learning of correlation structure through curriculum stages. Stages
1-2: Pure correlation and risk aversion learning show minimal correlation usage. Stage 3:
Return sensitivity enables correlation discovery. Stage 4: Volatility integration achieves peak
correlation utilisation. Stage 5: Institutional constraints maintain correlation usage while

reducing concentration.

4. EMPIRICAL VALIDATION ON JSE MARKET DATA

To demonstrate real-world applicability, we evaluate the RAT on Johannesburg Stock
Exchange (JSE) data spanning 2005-2024, testing the framework’s ability to handle realistic
market conditions and adapt to institutional constraints.

4.1 Data and setup

We construct monthly portfolios from JSE All Share Index constituents using:

— Features 12-month historical returns, volatilities, and momentum indicators

— Correlations Rolling 12-month correlation matrices with eigenvalue regularisation
— Universe Variable portfolio sizes (8—45 assets) reflecting constituent changes

— Training period 2005-2020 (build), 2020-2024 (validation)

The dataset provides 180+ monthly rebalancing decisions, testing the RAT’s ability to handle

varying market regimes including the 2008 financial crisis, emerging market volatility, and
COVID-19 disruptions. See Figure 6.
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FIGURE 5. Risk aversion sensitivity analysis. The model generates proper efficient frontiers,
with utility maximising at moderate risk aversion. Diversification increases and concentration

decreases with higher risk aversion, conforming to theoretical expectations.

4.2  Model variants

We test four configurations demonstrating different deployment scenarios:
— Naive RAT Pretrained synthetic model applied directly to real data

— Fine-tuned RAT Direct adaptation using epoch-level utility optimisation
— RAT + Predictor Integration with momentum-based return forecasting
— End-to-End RAT Joint optimisation of prediction and allocation modules

Each variant uses conservative training (10-20 epochs) to minimise overfitting on the limited
monthly dataset, demonstrating robustness under data constraints typical in institutional
settings.

4.3  Results

Performance across build and validation periods reveals the following:

— Adaptation capability The Naive RAT maintains reasonable performance when applied
directly to real market data without retraining, suggesting that synthetic curriculum
learning provides a useful initialisation for real-world applications. Fine-tuning yields
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FIGURE 6. Empirical validation on JSE market data. Top: Cumulative returns showing RAT
variants’ performance relative to benchmarks across build (2007-2020) and validation (2020—
2024) periods. Middle: Portfolio utility comparison demonstrating competitive risk-adjusted
performance. Bottom: Risk-return profile with Sharpe ratios, confirming reasonable risk

management across all variants.
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incremental improvements, demonstrating the framework’s ability to adapt to specific
market conditions.

— Modular integration RAT + Predictor demonstrates successful integration of return
forecasting with portfolio construction, achieving utility scores of 0.0095-0.0115 com-
pared to 0.0093 for the JSE benchmark. The modular design allows practitioners to
incorporate existing prediction systems without architectural modifications.

— Real-world applicability All RAT variants produce viable portfolios comparable to
traditional optimisation. The End-to-End configuration achieves utility of 0.0115 in the
build period, while Naive RAT maintains stable performance in validation, suggesting the
framework generalises reasonably to unseen market conditions.

4.4 Validation objectives and scope

The empirical validation on JSE data serves a specific methodological purpose distinct from
demonstrating outperformance. Portfolio returns depend primarily on the quality of return
predictions feeding into the allocation framework (the machine learning models connecting
market data to expected returns, volatilities, and correlations). Such predictive models are
typically proprietary to asset managers and require careful development to avoid overfitting.
Our conservative training approach (10 to 20 epochs, monthly rebalancing) deliberately
prioritises robustness over fitted performance, controlling for the overfitting risks inherent
in applying machine learning to limited financial data. Critically, the limited training epochs
demonstrate that the model is capable of learning historical allocation patterns from features
and adapting to portfolios of variable sizes without requiring extensive calibration.

The validation demonstrates two critical capabilities: effective transfer learning from
synthetic curricula to real market conditions, and successful integration within end-
to-end learning frameworks. The Naive RAT’s stable performance without real-world
training confirms that synthetic pre-training provides viable initialisation for institutional
applications. The modular architecture accommodates existing return forecasting systems
(RAT + Predictor) or enables joint optimisation (End-to-End RAT), demonstrating operational
viability rather than superior risk-adjusted returns. Outperformance generation remains the
domain of the prediction layer, while the RAT’s contribution lies in transforming predictions
into constraint-satisfying allocations efficiently and consistently.

5. DISCUSSION
5.1 Theoretical contributions
This work advances constrained optimisation through three contributions. First, we demon-
strate that neural architectures can learn optimisation mappings rather than solving individual
problems, fundamentally changing the computational paradigm for repeated optimisation
tasks. Second, the correlation embedding approach preserves positive semi-definiteness
while enabling gradient-based learning, resolving a key challenge in financial deep learning.
Third, the framework shows how self-supervised learning on synthetic problems can produce
near-optimal solutions without labelled data.

The ability to learn optimisation mapping has profound implications. Traditional solvers
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treat each problem independently, unable to leverage patterns across instances. the RAT
discovers the structure underlying optimal allocation decisions, encoding this knowledge in
network parameters that generalise to new problem configurations.

5.1.1 PORTFOLIO LEARNING VS SEQUENTIAL ECONOMIC MODELLING
Traditional EScGs model economic variables independently before applying portfolio
optimisation. Sahin & Levitan (2020) exemplify this approach, modelling South African
inflation, dividend yields, and interest rates through separate autoregression/ autoregressive—
moving-average (AR/ARMA) processes, then generating correlated scenarios for
optimisation. Their study documents parameter instability across time periods, high standard
errors when estimating multiple parameters with limited data, and recalibration requirements
following structural breaks such as South Africa’s adoption of inflation targeting in 2000.

The framework presented here (Figure 7) integrates optimisation learning with input
processing. Two implementation pathways are available: using estimated financial
parameters (expected returns, volatilities, correlations) as inputs to learn allocation mappings,
or employing asset embeddings that process time series data directly, bypassing explicit
parameter estimation. Both approaches learn portfolio relationships end-to-end rather than
treating optimisation as a separate stage.

Traditional EScG approaches require recursive parameter estimation and stability testing
for each economic variable. Sahin & Levitan (2020) report particular challenges with inflation
effects on dividend yields and long-term interest rate parameters. When structural breaks
occur, model recalibration becomes necessary. The integrated learning approach addresses

Sequential EScG vs Integrated Portfolio Learning
Comparison of Traditional and ML-based Portfolio Optimization Approaches

Traditional EScG Approach RAT Approach

Sequential Economic Seenar aming

o Generation Integrated

Economic Time Series Scenario Portfolio Portfolio Market Data Resource Allocation Transformer Portiolio
Variables Models Generation Optimization R a Corelation E Constraints I
ARIAR onte C e Solve End

+ Sequential variable modeling + Separate optimization stage + Integrated portfolio relationship learning + End-to-end optimization
« Parameter instability across regimes « Periodic scenario generation « Transfer leaming across market regimes + Reakime allocation updates

Alternative: Asset Embedding Framework

Asset Encoder Direct Portfolio Transformer

Portfolio
Asset Embe S
N i

Portioiio Weights
C modeling

Key Differences & Implementation Considerations

Training Strategies Technical Benefits Research Opportunities
* Sequential: Pre-train predictors — Freeze — Train portfolio * Unified pipeline: Single objective, portfolio performance = Multi-objective optimization approaches

* Joint: End-to-end oplimization with portfolio objective * Modular architecture: Swap prediction models = Uncertainty quantification methods

= Curriculum: Prediction — Gradually add portfolio objective * Scalable: Handle any asset universe = Transaction cost modeling integration

* Reinforcement: Train on realized portfolio performance: *+ Adaptive: Learn market regime changes = Hierarchical portfolio construction

FIGURE 7. Traditional EScG sequential modelling vs RAT integrated portfolio learning
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these challenges by learning allocation patterns that generalise across market regimes without
relying on fixed econometric relationships.

5.1.1.1 TRANSFER LEARNING CAPABILITIES

The framework demonstrates transfer learning across three dimensions. Models trained on
synthetic curricula maintain performance when applied to real market data, as demonstrated
in the JSE validation results. The same architecture handles different portfolio sizes without
modification. Additionally, models transfer across geographic markets, enabling training on
one market’s synthetic data with application to different economic environments.

This capability addresses regime change challenges documented in traditional EScG
studies. Where Sahin & Levitan (2020) documents distinct modelling requirements for pre-
and post-inflation-targeting periods, the attention mechanism adapts to changing economic
relationships without requiring explicit regime specification.

5.1.1.2 IMPLEMENTATION CONSIDERATIONS

For institutional applications, regulatory constraints integrate directly into the learning
process rather than requiring post-optimisation adjustments. Regulation 28 compliance for
South African pension funds can be embedded within the allocation logic. The correlation
embedding extends to multi-asset allocation, handling relationships between equities, bonds,
and inflation-linked instruments within a unified architecture.

The computational efficiency enables real-time portfolio adjustment and compliance
monitoring. Traditional EScG workflows require periodic scenario generation and
optimisation cycles, while the integrated approach provides allocation updates through single
forward passes, supporting more responsive portfolio management.

5.1.1.3 METHODOLOGICAL TRADE-OFFS

Traditional EScG methods provide interpretable economic relationships through explicit
variable modelling. Parameter estimates carry direct economic meaning and enable scenario
analysis of specific economic conditions. The portfolio learning approach prioritises alloca-
tion performance and regime adaptability over parameter interpretability.

These represent different methodological priorities for the same underlying optimisation
problem. Traditional approaches excel when economic interpretation and scenario-specific
analysis are primary requirements. Integrated learning approaches excel when allocation per-
formance and robustness across market regimes are prioritised over individual parameter
interpretation.

5.2 Practical implications

The framework addresses computational bottlenecks limiting traditional optimisation in
practice. Linear scaling enables real-time optimisation for institutional portfolios. The
learned optimisation mapping eliminates the need to solve each problem from scratch,
providing dramatic speed-ups for repeated optimisation tasks. The differentiable nature
supports applications beyond forward optimisation, including sensitivity analysis and reverse
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optimisation for implied views. The same trained model handles portfolios of any size
without architectural changes, from small factor portfolios to large universe selections. This
flexibility eliminates the need for multiple models or retraining when portfolio composition
changes.

Empirical testing on emerging market data confirms these advantages in practice. The
framework successfully handles the variable asset universes typical of institutional portfolios.
The same pretrained model adapts to different market conditions through minimal fine-
tuning, while the modular design enables integration with existing return forecasting systems.
Conservative training approaches (monthly rebalancing, limited epochs) demonstrate
robustness against overfitting under typical institutional data constraints.

5.3  Limitations and design choices

Current validation combines synthetic stress-testing with real-world evaluation on JSE market
data (2005-2024), demonstrating transferability from synthetic curricula to institutional
applications. The monthly rebalancing frequency and conservative training approach
minimise overfitting risks but limit the demonstration of high-frequency advantages.
While the learned optimisation mapping assumes a stationary problem structure, empirical
results suggest reasonable robustness across market regimes (including financial crises and
pandemic disruptions) though significant structural shifts may still require model retraining
or adaptation.

6. CONCLUSION

We present the RAT, which transforms portfolio construction from predict-then-optimise
pipelines to direct complementarity learning through attention mechanisms that capture
how assets work together. the RAT transforms repeated optimisation from a computational
bottleneck into an instantaneous forward pass through self-supervised learning on synthetic
problems.

The framework demonstrates 98.7% utility efficiency compared to traditional optimisation
with 88.8x computational speed-up for 500-asset portfolios and 17.3x speed-up for 250-asset
portfolios. Empirical validation on JSE market data confirms that models trained on
synthetic curricula transfer effectively to real markets, achieving competitive risk-adjusted
performance across varying market regimes. The modular design enables integration with
existing forecasting systems while maintaining end-to-end differentiability for gradient-
based optimisation.

The explicit correlation structure with mathematical guarantees distinguishes our approach
from recent attention-based methods that learn dependencies implicitly. This provides
regulatory compliance through interpretable risk decomposition and enables integration
with existing risk systems requiring valid covariance matrices. The differentiable nature
enables applications beyond forward optimisation, including sensitivity analysis and reverse
optimisation for implied views.

While validation focuses on synthetic data to demonstrate architectural capabilities, the
framework provides a foundation for learning complex optimisation mappings. Further
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validation with market data and extension to additional asset classes represent natural next
steps for this research. The ability to learn optimisation functions through experience rather
than explicit programming opens new possibilities for solving constrained resource allocation
problems across finance and actuarial science.
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APPENDIX A
END-TO-END MACHINE LEARNING PORTFOLIO FRAMEWORK

A.1  Framework architecture overview
The end-to-end framework illustrated in Figure 8 demonstrates the flexibility of our approach
beyond traditional time-series modelling. The architecture supports multiple pathways.

A.1.1 STANDARD PIPELINE (STEPS 1-4)
Raw market data flows through machine learning predictors that generate expected returns
u, volatilities o2, and correlations C. These feed into the Portfolio Transformer which applies

scale invariance, decomposition, attention mechanisms, and constraint satisfaction to produce
. . *
optimal weights w" e RY.

A.1.2 ASSET EMBEDDING ALTERNATIVE

The framework is not restricted to time-series inputs. The Asset Encoder can process multi-
modal embeddings E € RN incorporating:

— Fundamental data (P/E ratios, book values, earnings)

— Alternative data (sentiment scores, supply chain metrics)

— Cross-sectional features (sector memberships, factor exposures)

— Graph-based relationships (economic linkages, correlation networks)

End-to-End ML Portfolio Framework

Inified
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Raw Market Data MLEradiators Portfolio Transformer
Ecunciy ! Scale Invriance — Decomposii Constraints Optimal Portfolio
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Loss Function Design: Asset Embedding Architecture: Gradient Flow Management:
L_portfolio + B-L_pred L_regularization Multi-modal encoder. prices + fundamentals + text Careful learning rates for different components
racy kK tures Gra ity

FIGURE 8. End-to-end machine learning portfolio framework showing unified asset selection
and portfolio construction pipeline with multiple training strategies and implementation

considerations
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This bypasses explicit 1,02, C modelling, allowing the Direct Portfolio Transformer to learn
allocation patterns from rich feature representations.

A.2  Training strategies and objectives

A key advantage of the framework is flexibility in optimisation objectives. Unlike traditional
approaches constrained to expected utility maximisation, the model can learn from various
objectives including realised portfolio performance.

A2.1.1 REALISED RETURNS OPTIMISATION
Rather than maximising E| w’ ,u} based on predicted returns, the framework can directly
optimise achieved portfolio returns:
T .
[’realised = _ZWI L] +4- RISk(WZ)
t

This learns allocation patterns that perform well in practice, potentially capturing market
inefficiencies and execution realities missed by theoretical models.

SAAJ 25 (2025) | PROCEEDINGS OF THE ASSA CONVENTION 2025 | © ASSA licensed under @ 4.0



	Xe676eb869fdd074a87a2e0890611b7ca615128b
	related-work
	attention-mechanisms-in-finance
	gap-analysis
	Xe3f8b9b8de4c7f4c1cf07f9b852586544b9d449
	architecture
	constraint-satisfying-weight-generation
	curriculum-learning-design
	loss-function
	X5a23bb9880a71d77bd7c95b4d178c7876ad1521
	risk-aversion-sensitivity
	empirical-validation-on-jse-market-data
	data-and-setup
	model-variants
	results-1
	discussion
	implementation-considerations
	practical-implications
	X854b47bf17a5448ddde095efe1f58e1474a5c91

